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Executive Summary
In August 2020, the USAID Bureau for Resilience and Food Security (B/RFS) partnered with the
Research Technical Assistance Center (RTAC) to carry out a study using machine learning (ML)
methods to inform the alignment of field activities with strategic and programmatic approaches
promoted by the Center for Water Security, Sanitation and Hygiene (C4W). More specifically, the study
sought to test machine learning-backed approaches to identify, describe, and synthesize information
contained in reports in order to learn the extent to which identified interventions and activities
implemented in the field, either individually or as a bundle, map to strategic or programmatic approaches
promoted by C4W.
This document provides an overview of the technical and managerial components of this activity,
describes the challenges and successes faced, and offers points of reflection and learning for the use of
ML in future efforts of a similar nature. A separate learning brief offers a less technical perspective while
distilling the key learnings discussed here.1
The research team used an existing, semi-supervised ML model that had been previously used to
support evidence synthesis. This model is designed to extract and classify interventions, an activity that
is introduced in a population to produce a certain outcome, from a variety of documents obtained from
the USAID Development Experience Clearinghouse (DEC). In the WASH sector, interventions are
inclusive of social and technical programs, new technologies, or training activities that emphasize clean
water and hygiene management. The intervention extraction model is based on Long Short-Term
Memory architecture, taken from the library Spacy, a type of recurrent neural network that specializes
in Named Entity Recognition tasks. The final intervention classification model is a transformer model
comprised of BERT and Sci-BERT, the model Support Vector Machines (SVM)–KNN-Stochastic
Gradient Boosting Machines, Word2Vec with applied Hearst patterns, and latent semantic analysis. The
model was trained to identify and analyze language and vocabulary in the water, sanitation, and hygiene
sector. Lastly, the team created an online dashboard, to aid the analysis, evaluation, and visualization of
results.
As activities progressed, both successes and challenges arose. With respect to challenges, it is worth
mentioning the exclusive use of USAID data (from the DEC) and limited availability of metadata and
document summaries (abstracts) on these resources, which impacted model training and analysis; the
request to assess alignment to a strategic approach per report as a mean of simplification added analysis
not envisioned initially; the availability of many non-relevant documents (for this activity’s purpose) such
as trip reports, conference proceedings/papers, loan/grant agreements, bibliography/literature reviews,
preliminary design documents, etc.; and the lack of predefined definitions, keywords, a list of field-based
interventions, theories of change, and other relevant resources associated to each strategic and
programmatic approach to support the analysis.
The final dataset was composed of722 documents reflecting water-related activities in the Middle East,
Sub-Saharan Africa, and Southeast Asia. The documents found were unevenly distributed across
countries. It is not possible to assess whether this distribution reflects the actual extent of USAID
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water-related activities in the field or missing data in the DEC. The team also created labels to each
strategic and programmatic approach to ease the classification and labeling of interventions.
Model performance varied across strategic and programmatic approaches. Generally, performance was
acceptable based on metrics conventionally used in ML applications; however, these metrics are less
useful from the programmatic (WASH) point of view. Based on the experiences made in this activity, the
following recommendations are provided:
•

Develop a clear understanding of the types of questions posed, the types of answers sought, and
why ML is being applied prior to the start of the project.

•

Allocate sufficient time for the iterative process required in this type of application, for instance, the
development of a thesaurus, curation of resources, and model training.

•

Involve sufficient subject matter experts and persons familiar with the programming activities across
geographies and programs starting with the design of the activity.
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1.

Introduction

In August 2020, the USAID Bureau for Resilience and Food Security (B/RFS) partnered with the
Research Technical Assistance Center (RTAC) to carry out a study using machine learning (ML)
methods to inform the alignment of field activities with strategic and programmatic approaches
promoted by the Center for Water Security, Sanitation and Hygiene (C4W).
The work was led by Dr. Jaron Porciello at Cornell University Department of Global Development. This
document aims to provide a detailed view of the technical and managerial components of this activity
and to describe the challenges and successes that emerged. To inform future efforts at USAID and
beyond, the report also highlights lessons and learning related to the use of ML in the context of this
buy-in task.
Section 2 provides some context about the use of ML in the development sector and on the C4W
strategic and programmatic approaches. In Section 3, we articulate the methods and processes used for
this application of ML for programmatic synthesis, including an overview of the data sources and dataset
and the outputs created. In Section 4, we then discuss the results from this work and contextualize
them, while Section 5 discusses the results of the work and reflects on the successes and shortcomings
of the model and the project more broadly. Finally, in Section 6 we present some recommendations
derived from our experience using ML for programmatic synthesis.
Due to the technical nature of this report, its audience is primarily intended to be individuals with some
knowledge of and experience with ML who are looking to use these methods for similar purposes as
those in this study.
A separate learning brief was developed to accompany this report and targets a broader, less technical
audience while distilling the key learnings discussed here.

Background of the Study
Center for Water Security, Sanitation and Hygiene’s Strategic and Programmatic
Approaches
The U.S. government’s vision, as stated in the U.S. Government Global Water Strategy, is “a water
secure world, where people have sustainable supplies of water of sufficient quantity and quality to meet
human, economic, and ecosystem needs while managing risks from floods and droughts.” Addressing
safe water and sanitation is fundamental to solving challenges to human health, economic development,
and peace and security. In addition, water is an entry point to strengthen governance, civil society
engagement, and resilience at all levels. Engaging on international water issues also represents an
opportunity for the U.S. private sector and may generate knowledge and expertise that can help address
water-related challenges at home.
USAID is the U.S. government’s principal leader, coordinator, and provider of international development
assistance and therefore plays a key role in advancing the U.S. government’s water and sanitation vision.
USAID translated the U.S. government’s Global Water Strategy into four development results as part of
its Water and Development Plan.
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Formed in 2020, RFS is leading USAID’s efforts in the agriculture-led economic growth, resilience,
nutrition, and water sectors. As part of an ongoing strategy development process led by the newly
formed Analytics and Learning Division (ALD), sectoral centers in the Bureau—such as the C4W—are
developing a list of evidence-based strategic approaches (SAs) and programmatic approaches (PAs) being
promoted to achieve development objectives.
The C4W has identified 4 SAs and 26 associated PAs. The four SAs are presented below, along with a
summary of the PAs that fall under each (see Table 3 for the complete list of SAs and PAs):
•

SA 1: Strengthen water and sanitation sector governance and finance includes seven PAs
covering themes such as fostering institutional capacity, transparency, and accountability;
strengthening regulatory frameworks; coordination among development actors; and increased
resources for water, sanitation, and hygiene (WASH) and water resource management (WRM).

•

SA 2: Increase sustainable access and use of sanitation and the practice of key hygiene
behaviors includes seven PAs covering themes such as developing demand and effective markets
for hygiene products and services, supporting uptake of high-impact hygiene practices, reducing
barriers to menstrual hygiene management, and supporting sustainable management of sanitation and
hygiene facilities.

•

SA 3: Increase sustainable access to safe drinking water and progressive improvements
in service quality includes six PAs covering themes such as improving performance and
monitoring of rural and urban water services, expanding access to piped water services, and
improving drinking water quality.

•

SA 4: Enhance sustainability of water resources includes six PAs covering themes such as
developing and implementing WRM plans and water protection and rehabilitation, increasing water
conservation and use efficiency, and improving land use and planning for and mitigation of waterrelated risks.

Study Objectives
This study sought to test machine learning-backed approaches to identify, describe, and synthesize
information contained in reports in order to learn the extent to which the identified interventions and
activities implemented in the field, either individually or as a bundle, map to either SAs or PAs promoted
by C4W.
More specifically, the study intended to respond to the following two key questions:
•

To what extent are WASH field activities aligned with the strategic and PAs defined by C4W as best
practices?

•

What other approaches are most commonly used in field activities?

The study was also intended to demonstrate the utility of these ML methods for meeting the Bureau’s
analytical needs and was intended to follow a co-creation approach with active involvement from USAID
throughout the process.
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2.

Machine Learning Use in the
Development Context

There is no shortage of information in the development sector. Thousands of reports, datasets,
webinars and conferences, blogs, and other products are produced every year to disseminate the work
that is being carried out by development organizations.
Artificial intelligence (AI) and ML have significant potential to allow development funders and agencies to
improve evidence-based decision-making by extracting insights from across their own vast knowledge
bases. Promising new models give computer scientists the ability to train language models that predict
the semantic meaning based on sequences of words based on either its preceding or surrounding
context.
In an ML environment, computers use various algorithms to simulate human learning and perform tasks,
and the performance of these tasks is subsequently improved based on acquiring new knowledge from
human experts. Since ML generates “data-driven predictions,” knowledge about the sources of the data
is essential for the results of ML to be useful (Paul et al., 2018).
ML models are most successful when they have clearly stated communication and classification tasks and
a plethora of quality, relevant data. Figure 1 shows a simplified look at the ML process. ML can be used
for: a) data exploration, b) data description, c) prediction of future patterns, and d) an aid in decisionmaking, meaning the system will use the data to make suggestions about what action to take (Watt et
al., 2016).
Figure 1. The machine learning process
1. Gather
data

2. Process
data

3. Apply ML
algorithms

4. Gather
insights from
the model

5. Test for
accuracy

6. Develop
visualizations
and analytics

Source: Ceres2030.

ML applications in development go well beyond text analysis and the use of typical knowledge bases
(e.g., reports).2 New efforts and practitioners can learn from a growing body of work and experiences
involving the use of ML methods in the context of international development. These other applications
include early-warning systems that monitor conditions to identify when they become similar to those
that preceded a crisis in the past, and situational awareness systems that identify potential human rights
violations or predict deforestation using satellite imagery or monitor social media activity to target
response efforts in disaster zones or infectious disease outbreaks. ML can also help fill data gaps, such as
when census data is outdated, and estimate efficiently things that are not easily measured, such as
mapping of electric grids and road networks.
Other applications under examination or testing in the development context include point of service
diagnostics where ML can be trained to spot certain human and plant diseases; market segmentation,
where ML is used to identify certain subpopulations to target for service; and provision of customer and
2
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citizen services via chatbots in fields such as financial services and mental health.3 Chatbots can also be
tools for customer education and use concepts such as gamification to promote regular and sustained
engagement and learning.
This case study adds to the growing body of work.

Overview of ML Techniques
ML is a data analysis procedure that seeks to detect patterns in data in a context of stochasticity
(“noise”). At its most basic level, ML algorithms use historical data to learn patterns and uncover
relationships between features of the dataset and the target.
ML methods can reveal patterns that would otherwise not be detected by the human brain alone—but
the “interpretability” of the patterns depends on domain expertise. ML will almost always find a
“pattern,” but the finding of the pattern alone does not reveal whether the identified pattern is insightful
or not. The output of a ML system is a model that can be thought of as an algorithm for future
computations. The more data the system is presented with, the more refined the model. The quality of
the learned model is also dependent on the quality of the data used to train it. If the data are biased, the
output of the model will also be biased.
The implementation of ML requires a significant amount of preparation. The first step in implementation
is to clearly understand what the problem is to be solved using ML and to clearly understand the
amount of resources and efforts required in different kinds/types of ML algorithms.
Designing, modifying, and applying an ML algorithm to a selected body of data is not by itself sufficient to
extract insight from data. The successful application of ML is an iterative process in which data assembly,
algorithm application, and interpretation of results occurs interactively and involves domain experts and
ML experts closely communicating with each other. It is not easy, a priori, to assess how quickly novel
insights can be obtained from deploying ML to a new problem domain.
There are several distinct types of ML algorithms, which can be broadly classified as supervised,
unsupervised, or semi-supervised. Annex 1 provides additional information and references to important
resources related to these techniques.

The aforementioned report provides more detail on these ML applications, including case studies and detailed
descriptions of projects that are using these approaches today.
3
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3.

Methods and Process: Application of
Machine Learning for Programmatic
Synthesis

This section provides an overview of the methodological steps and decisions that shaped the research
activity. A brief introduction offers initial insights about the approach used and its rationale. The
subsections that follow describe the data gathering and processing stages in the overall ML process.

General Approach
In terms of methodology, the study envisioned “the application and testing of machine learning methods
to identify, describe, and synthesize information, and to learn the extent to which the identified
interventions and activities implemented in the field, either individually or as a bundle, map to either
programmatic or SAs promoted by C4W.” Per the activity scope of work, the analysis could “use any
existing models to explore a defined dataset of documents, and to assess its ability to extract field
activities and describe the extent to which there is programmatic synthesis.”
To respond to these needs, the research team proposed the use of an existing semi-supervised ML
model that has been used primarily to support evidence synthesis. The semi-supervised model is
designed to extract and classify “interventions,” among other things, from academic and grey literature
research reports.
But what constitutes an intervention? While there is no precise definition of an “intervention” for most
sectors outside of medicine and health, it is generally recognized that an intervention is an activity that is
introduced in a population to produce a certain outcome. For instance, in the WASH sector,
interventions are inclusive of social and technical programs, new technologies, or training activities that
emphasize clean water and hygiene management. Often, the aim of identifying interventions in one
context is to evaluate whether it could be reintroduced in another context and with similar results.
The training to interpret the concept of an intervention and its various meanings and syntax has been
done as part of previous research projects (described in Box 1). This activity then used this same
process of model intervention classification and extraction.
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BOX 1: DEVELOPING A MODEL TO SPOT INTERVENTIONS
Policymakers and funding organizations turn to scientific research in the hopes of learning about
successful approaches that could be reintroduced in another context and with similarly successful
results. They often use the word “interventions” to describe the type of solutions they are looking for.
As part of a previous suite of work conducted in 2018–2020, Ceres2030: Sustainable Solutions to End
Hunger, we found that scientists and researchers in agriculture do not use “intervention” in a
systematic way. In fact, they rarely use the term at all: the word intervention was found through
normal keyword searching in less than 5 percent of a dataset spanning nearly 500,000 articles.
A manual expert review of the literature indicated that there was relevant intervention literature
beyond what keyword searches had captured—but importantly, the exact word intervention was not
used. To increase the number of relevant results, we searched for synonyms of intervention using
Word2Vec because of its more than decade-long history for natural-language processing (NLP) tasks
to find syntactic and semantic similarities of words. Word2Vec’s shallow language model is appropriate
for small and relatively heterogeneous datasets such as ours, and it has low computational costs, taking
less than one day to learn high-quality word vectors from a 1.6-billion-word dataset. Similar models,
such as Global Vectors (GloVe), could be used in conjunction or replace Word2Vec with similar
results, though training time might slightly increase. Using pre-trained Google news and Wikipedia
Word2Vec models, we identified similar concepts to interventions for the agricultural domain,
including “program or programme,” “strategy,” and “government initiative.” This approach identified an
additional 55 percent of “intervention” literature (Porciello et al., 2020).
This rule-based Hearst patterns identified a proxy to inform how to approach an unstructured text
corpus. To surface all potential and specific interventions, we incorporated a semi-unsupervised modelbased approach via coreference resolution models. Coreference resolution models support NLP tasks
by linking noun phrases with entities in the text. SVM-KNN-Stochastic gradient boosting approach was
used for classifying specific interventions. The SVM is a supervised classification algorithm that learns by
example to discriminate among two or more given classes of data, and they work well with highdimensional data.
The training to support intervention identification was performed by more than 85 researchers from
25 countries and on half-million citations and summaries from scientific journals and grey literature,
and later on more than 5,000 full text articles focused on agricultural interventions.
To aid the analysis, evaluation, and visualization of results, the team proposed the creation of an online
platform (dashboard). The platform was created midway through the research activity to demonstrate
transparency in the building of and the improvements for the model. The platform showed how the
underlying ML model was identifying and labeling specific statements in USAID reports and used that
data to create a crosswalk between the strategic and PAs.
The project’s scope changed somewhat over time, leading to adjustments to the process in real time.
Two changes are worth noting, given their impact in the overall process:
a) Decision to limit the data sources to USAID documents, given the interest to learn about
USAID’s own activities. The original scope of work intended to also process and synthesize
journal articles that contain water-relevant interventions.
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b) Request to simplify and reduce how many interventions were identified per report and instead
to try to categorize each USAID report within only one strategic approach. This involved
introducing some new statistical approaches.
The project team performed these tasks, and the results are reported herein.

Data
Data Gathering
Following the process outlined in Figure 1, initial efforts were placed in identifying and gathering the data
needed for this activity. The process involved defining the appropriate source of data, defining the
search strategy to identify the relevant information, and selecting the data to be included in the analysis.
These steps are detailed below.
At the end of the process, 722 documents were selected as inputs into the analysis. A full list is available
in Annex II.
Identifying the Model Inputs
Given the C4W’s interest in learning how USAID actual field activities in the WASH sector have related
to the SAs and PAs, it was considered appropriate to limit the analysis to USAID documents. The
Development Experience Clearinghouse (DEC) is the official knowledge repository for USAID, holding
millions of documents, audio files, and images from USAID projects from 1946 through today. It is an
open-access repository. Anyone, anywhere with internet access can download information from the
DEC. This includes use of advanced features, such as application programming interfaces (APIs), where
users can create and retrieve custom search queries with thousands of results.
Creating a Search Strategy
A search strategy was created to capture the breadth of topics that reflect the strategic and
programmatic inputs described in Table 3, which at the highest level (SAs) include improved sanitation
and hygiene, access to services, training and professional development, and resource mobilization and
coordination in the sector.
The technical and content teams supporting content curation for the DEC were consulted for this task.
The majority of information available in the DEC is provided by USAID-supported or -affiliated project
teams as a mandate upon receiving funding. Contract and grant recipients are required to upload their
project documents and enter much of the associated metadata.4 Metadata helps users of the DEC
subsequently find information later on.
Thesaurus terms are one of the more thoroughly curated metadata fields in the DEC, with the majority
of documents in the DEC having at least one thesaurus heading. The recommendation from the content
team was to use thesaurus headings to develop an accurate search strategy.
The thesaurus terms were compiled by reviewing a list of relevant WASH contracts/grants and looking
them up in the DEC to discern which terms were used. Interestingly, while many of the documents on

Metadata are data that describe information about other data, making it easier to find relevant data within large
repositories. For instance, when there is a required metadata field to include “geography,” this prompts the user
to select relevant countries from a predetermined list.
4
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the list included thesaurus terms that would ultimately be described as “out of scope” by the USAID
team because of a primary focus on food security, family planning, maternal and child nutrition, or
agriculture, this approach generally identified excellent thesaurus terms that were ultimately included in
the search query.
The search query was executed in mid-December of 2020, and the initial search yielded 13,498 results
for the date range of 2000 to present.

BOX 2: SEARCH QUERY USING THESAURUS
Query: "Documents.Class=("Water transportation" OR "Water supply engineering" OR "Water supply
and sanitation" OR "Water quality" OR “Water conservation” OR “Water management” OR “Water
pipelines” OR “Water sanitation” OR “Water supply” OR “Water quality” OR "Sanitation engineering"
OR "Resilient societies" OR "Potable water" OR "Disease prevention and control" OR "Disaster relief
and response" OR "Disaster recovery" OR "Disaster prevention" OR "Community health workers"
OR "Community health care delivery")
A query search using metadata fields is more specialized than conducting a free-text search. A free-text
search relies on NLP to return all documents that mention any of the words in any context (similar to
Google). Free-text searches are normally much broader than constructing searches using metadata. For
instance, the search found in the text box above Search query using thesaurus headings, retrieved more
than 133,000 documents. The results included reports such as “Antibiotics as part of the management of
severe acute malnutrition” or “Neural network modeling of drying of rice in BAU-STR dryer,” which
have little to do with the type of analysis being conducted in this project and would have required
significantly more resources to narrow the search.
A noteworthy absence
During the search strategy development phase, the research team noted a dearth of project summaries
in the abstract field. Project summaries provide a high-level overview of report contents, including what
is new and noteworthy. In the absence of a project summary, users must skim each report to find out
what’s contained therein. If a user only has a handful of reports to look at, then the lack of summaries is
merely an annoyance. But for an NLP-based model classification project, it becomes a serious limitation
that can impact document identification and, later, document classification and information extraction.
The following screenshot (Figure 2) is a typical example of the available metadata for DEC records. This
example is “Improving COVID-19 IPC and WASH preparedness and response in health care facilities in
Ethiopia [performance baseline data report]”. While the document seems relevant for our work, it is
difficult to anticipate what’s contained therein without any summary information. This topic will be
included in the discussion section.
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Figure 2. Example of available metadata for DEC records

Source: DEC

Document Selection: Phase One
The following strategy was used to winnow the dataset from 13,498 to 3,500 items. First, the
“document types” were evaluated (a list of which is shown in Table 1). Although there are no known
definitions that prescribe how a document is tagged in the DEC, some general assumptions are useful
here. For instance, certain document types were unlikely to provide information about PAs and SAs
approaches because they were produced too early in the project phase and will account for what the
project will do later on, and not what the project has done to date, which can be misleading. These
document types include memoranda of understanding (MOUs), grant agreements, project planning, and
project design.
December 2021 16

Other document types, such as bibliographies, conference proceedings, and journal articles, were
eliminated because they were unlikely to report on activities from the field. However, it is important to
note that the elimination of journal articles was specific to this project due to the emphasis on field
activities; it is not an approach the research team recommends for anyone interested in evaluating
external impact of USAID projects, such as evidence synthesis.
Table 1. Document types available in the DEC and document types selected for this work (blue
cells)
Assessment

Non-USAID operational review

USAID contract or grant agreement

Bibliography/literature review

Non-USAID technical

USAID general program document

Conference proceedings/paper

Other authorized design
document

USAID MOU

Design implementation work plan

Other USAID evaluation

USAID Office of Inspector General

Evaluation summary

Periodic report

USAID operational assessment

Final contractor/grantee report

Preliminary design

USAID policy document

Final evaluation report

Program/project evaluation guide

USAID program planning document

Handbook/manual

Program/project activity design

USAID program/project overview

Journal article

Technical assessment

USAID report to Congress

Loan/grant agreement

Special evaluation

USAID strategic planning document

Miscellaneous documents

Trip/end of tour report

Annual report

Next, the team eliminated documents that were outside of the low- and middle-income country range,
such as Brazil, China, and Russia. The team then conducted some tests to assess the quality of
converting PDFs to machine-readable text. Many documents from the 1990s and before had low
resolution and many missing characters, indicating a loss of quality. Documents prior to 2000 were
subsequently removed.
Document Selection: Phase Two, the Final Dataset
The next phase of the process proved to be more challenging than anticipated due to the dearth of
project summaries, as discussed above. Across the 3,500 project reports, only 222 projects contained
summaries. Given this limitation, a mostly manual curation process was undertaken to go from 3,500
documents to the final count of 722. The USAID team advised that reports with a primary focus on
HIV/AIDs, maternal and child nutrition, family planning, agriculture and food security, and disaster
recovery were out of scope for purposes of this analysis. Foreign language materials were also out of
scope.
The same criteria were used to reexamine the document list, including document type and geographic
extent. The team then performed an analysis of the document keywords. Although keywords are
unevenly distributed—some documents have up to 10, others have one or zero—the research team
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compiled a list of all keywords and marked documents with keywords such as Bridges, Diseases,
HIV/AIDS, Seeds, Trains, Mass media, Rule of law, and Social conditions as “out of scope.”
Throughout this process, the USAID team and consultants reviewed the dataset on an iterative basis.
The full dataset and all the coding are available online.5 While this process was workable, and could be
replicated by others, it took several weeks longer than was originally anticipated. In general, the lack of
project summaries also continued to impact the next stage of work, which was to begin modeling the
results.
Full-text Retrieval and Document Transformation
With the dataset established, a Python web-scraping script was used to download the full-text PDFs
from the DEC. The web-scraping code is available in GitHub. The Textract library was used to turn PDF
pages into images before applying optical character recognition models that extracted the text from
images. The extraction was done at the page level, and the documents were saved into.csv files for
further processing. The next step was to use ML to explore the text for interventions.

Summary Description of the Dataset
This section provides an overview of the data gathered by country represented and type of document.
Country Representation
Figure 3 shows the countries represented in the 722-document dataset. These are located in the Middle
East, Sub-Saharan Africa, and Southeast Asia.
Countries with 20 or more reports available in the dataset included Indonesia, India, Ghana, Afghanistan,
Ethiopia, The Philippines, Tanzania, Kenya, Nigeria, Uganda, Jordan, Liberia, Lebanon, Malaysia, and
Nepal. Other countries shown on the map, namely Bangladesh, Bhutan, Burkina Faso, Democratic
Republic of the Congo, Egypt, Haiti, Malawi, Mali, Niger, Pakistan, Peru, Rwanda, Senegal, Somalia, South
Sudan and Sudan, West Bank, Zambia, and Zimbabwe, were represented with 20 reports or less.
Figure 3 presents this information as percentages of the total number of documents, where 20 reports
or fewer represent 1 to 2 percent each of the total dataset; Indonesia, the maximum, represents the
largest portion of the dataset (13 percent). The map also includes when countries were part of a multicountry study, which occurred in approximately 20 percent of the dataset.

Accessible at https://docs.google.com/spreadsheets/d/13ityGs1tpWR9hLYedZlYkZA0MWKR27LCMo1Aqn4ebM/edit#gid=
5
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Figure 3. Countries represented in the final dataset and their level of representation

Source: Authors’ elaboration.

Document Types
Including a range of document types and a large number of representative grants and contracts was
important for input diversity. Each USAID project is linked with one or more unique contract/grant
identifiers. There are 468 unique project/grant identifiers across the 722 documents in the dataset.
Table 2 below reports how many document types were evaluated across different grants/contracts.
Note that 273 documents do not report a document type and were selected based on their affiliation
with WASH sector grant/contracts IDs, geography, and relevance based on titles.
Table 2. Document types across contracts
Document type

Number of reports in
the dataset

Representing how many
grants/contracts?

Annual report

155

123

Assessments

77

71

Final contractor/grantee report

99

94

Evaluation/final evaluation report

35

38

Handbook/manual

45

21
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Number of reports in
the dataset

Document type

Representing how many
grants/contracts?

Periodic report

72

49

Technical assessment

28

27

Special evaluation

49

67

Policy documents

29

23

Other USAID evaluation

82

38

Other USAID-supported study

84

43

USAID report to Congress

12

Not reported by contract
number

Miscellaneous and/or no category

66

28

Data Processing
Simplified Descriptions: Strategic and Programmatic Approaches
To ease the classification and labeling of interventions, abbreviations and numerical codes were created
for each programmatic approach. These are shown in the “simplified description” column of Table 3,
which lists all 4 SAs and 26 PAs. Many of the results are reported using these abbreviations.
Table 3. Center for Water strategic and programmatic approaches
Strategic
approaches

Simplified
description

Strengthen water
and sanitation
sector governance
and finance

1.A Policy

Strengthen regional, national, and subnational institutional capacity for
policy development, enforcement, and reform

1.B Institutional
Strengthening

Strengthen transparency and accountability of national and subnational
institutions

1.C Coordination
Platforms

Support development of platforms for better coordination amongst
development actors

1.D Regulatory
Frameworks

Develop and strengthen regulatory frameworks

1.E Domestic
Resource Mobilization

Increase domestic public sector resource mobilization for WASH and
WRM

1.F Commercial
Investments

Increase commercial investments in WASH and WRM

Programmatic approaches
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Strategic
approaches

Increase sustainable
access and use of
sanitation and the
practice of key
hygiene behaviors

Increase sustainable
access to safe
drinking water and
progressive
improvements in
service quality

Simplified
description

Programmatic approaches

1.G Consumer
Revenue Streams

Increase consumer revenue streams to WASH and WRM institutions
(utilities, etc.)

2.A Sanitation
Demand Creation

Generate demand for high-quality sanitation products and services

2.B Market-based
Sanitation

Develop and strengthen effective markets to supply sanitation and
hygiene products and services that reduce barriers to sustainable
behavior change

2.C Hygiene Social
and Behavior Change

Support the uptake of four hygiene practices with the greatest impact
on health (handwashing with soap, safe disposal of excreta, drinking
water management, and safe food hygiene) through social and
behavior change methods

2.D Fecal Sludge
Management

Facilitate systems that support the emptying, transport, treatment,
and safe disposal of fecal waste

2.E Menstrual Hygiene
Management

Reduce barriers to adequate menstrual hygiene management in the
home, schools, and workplaces

2.F Communal
Sanitation Facilities

Work with relevant service authorities to support sustainable
management of communal or public sanitation facilities in appropriate
settings

2.G Sanitation &
Hygiene in Institutions

Support relevant government authorities to ensure safe and
sustainably managed sanitation and hygiene facilities in schools and
health facilities

3.A Professionalization
of Rural Services

Promote professionalized development, operations, and maintenance
of community water services in rural areas

3.B Urban Water
Utilities

Improve performance of urban water utilities through technical
assistance designed to build capacity for financial management,
monitoring, and service delivery

3.C Rural Water
Monitoring

Support service authorities to monitor and regulate rural water
services

3.D Piped Water
Services

Expand access to piped water services provided to households
through investments in construction coupled with technical assistance
to facilitate sustainability

3.E Drinking Water
Quality

Improve drinking water quality through investments in local systems
to systematically test, monitor, and treat water appropriately

3.F Water Access in
Institutions

Support relevant government authorities to ensure safe and
sustainably managed drinking water services in schools and health
facilities

4.A Water Resource
Management Plans

Develop and implement WRM Plans
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Strategic
approaches

Simplified
description

Enhance
sustainability of
water resources

4.B Watershed
Protection

Implement watershed protection and rehabilitation

4.C Water Use
Efficiency and
Conservation

Increase water conservation and water use efficiency

4.D Land Use Planning

Improve land use planning, zoning, and enforcement

4.E Adaptation

Improve planning, adaptation, and mitigation of water-related risks
(e.g., drought, flood)

4.F Water Resources
Regulation

Support water resource authorities and other institutions to monitor
and regulate water resources and use

Programmatic approaches

Model Building and Learning
This section provides detailed information about the ML model used, the model training process for the
C4W application, and the insights gained after applying the model to the dataset.
The Model
Natural language processing (NLP) is the interpretation, analysis, and manipulation of large amounts of
natural language data using computational tools. The goal of NLP is for computers to identify
connections between concepts (codified in words) to extract insights contained in the documents as
well as categorize and organize the documents themselves.
NLP has evolved from approaches that used traditional feed-forward neural networks, where
information can move only in one direction to recurrent neural networks, in which information is
processed sequentially and where the temporal position of the input is important. A next important
jump came with long short-term memory (LSTM) architecture, which could handle more complex
querying and logic because sequential and temporal ordering mattered less. NLP’s current state of art,
transformer models, uses deep learning to differentiate and assign various weights between the input
data. State-of-the-art language models for this work include bidirectional encoder representations from
transformers (BERT), Sci-BERT,6 and Google T-5.
ML models like the one used for this project are built using hundreds of features from numerous
statistical packages and models. There is not a single algorithm or model that is used to accomplish the
desired task. For instance, a primary feature of this model is the identification, classification, and labeling
of interventions.7 The intervention extraction model is based on LSTM architecture, taken from the
library Spacy, a type of recurrent neural network that specializes in Named Entity Recognition tasks. The
final intervention classification model is a transformer model comprised of BERT and Sci-BERT, the

6
7

A BERT model trained with scientific data
See Box 1 for the history of this model and how it was trained to identify interventions as an entity.
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model Support Vector Machines (SVM)–KNN-Stochastic Gradient Boosting Machines, Word2Vec with
applied Hearst patterns, and latent semantic analysis (LSA).
The model is an example of a fine-tuning-based representation model that can find relationships not only
within a sentence but also in smaller pieces of text. It is designed for sentence-level and token-level
tasks, with the primary aim of extracting and labeling thousands of examples from unstructured text.
Finally, part of the power of these models relies on the ability to access and learn from large-scale
natural human language datasets like Wikipedia and Google news. These sources are constantly updated,
helping models that are pretrained on them learn faster. This makes training discrete models like ours
much simpler because the training is primarily for context, not syntax or general communication.
The model uses sentences from the documents as inputs before extracting continuous phrases. The
following section describes this in more detail, as well as the process for training this model for the
WASH sector.
Preparing the Model for the WASH Sector
Step One: Introducing the model to the WASH sector
To help expose the model to concepts in the WASH sector, the research term identified and compiled
a dataset of development-focused journals and associated metadata that were approved by the USAID
team (see Table 4).8
The approach to expose the model to some language, vocabulary, and concepts in the WASH sector
while the DEC dataset was being compiled was discussed at length. On one hand, using relevant journals
from academic literature can be a rich source of training data for the model because it provides current,
specialized language that helps the model hone in on relevant information when it is unleashed on
unstructured text documents. This will, however, likely result in over-identification of examples from
the academic sector and less on other approaches.
Given this concern, the approach to bring in data from external sources was minimally used except for
the agreed-upon metadata, such as keywords extracted from the following resources.
Table 4. List of journal metadata used to train the model

●

8

Journal of Water Sanitation and Hygiene for
Development

●

Journal of Water and Health

●

Approaches to Water Sensitive Urban
Design: Potential, Design, Ecological Health,
Urban Greening, Economics, Policies, and
Community Perceptions

●

Water Policy

●

Water Economics and Policy

●

Urban Water Journal

●

World Environmental and Water Resources
Congress 2019: Water, Wastewater, and
Stormwater, Urban Water Resources; and
Municipal Water Infrastructure—Selected
Papers from the World Environmental and
Water Resources Congress 2019

●

World Environmental and Water Resources
Congress 2018: Water, Wastewater, and
Stormwater; Urban Watershed Management;
Municipal Water Infrastructure; and
Desalination and Water Reuse—Selected

A full list of the metadata is available online here.
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●

Water for the Environment: From Policy and
Science to Implementation and Management

●

Global Issues in Water Policy

●

Water Policy and Planning in a Variable and
Changing Climate

●

Use of Economic Instruments in Water
Policy: Insights from International Experience

●

Water Governance

●

Policy and Knowledge Transfer: International
Studies on Contextual Water Management

●

Investing in Water for a Green Economy:
Services, Infrastructure, Policies and
Management

●

Water and Sanitation Services: Public Policy
and Management

●

Policy and Strategic Behaviour in Water
Resource Management

●

Water Accounting: International Approaches
to Policy and Decision-making

●

Institute of Water Policy Staff Papers 2011

●

Peri-urban Water and Sanitation Services:
Policy, Planning and Method

●

Water Policy Entrepreneurs: A Research
Companion to Water Transitions around the
Globe

●

Reforming Institutions in Water Resource
Management: Policy and Performance for
Sustainable Development

Papers from the World Environmental and
Water Resources Congress 2018
●

World Environmental and Water Resources
Congress 2017: Water, Wastewater, and
Stormwater; Urban Watershed Management;
and Municipal Water Infrastructure—
Selected Papers from the World
Environmental and Water Resources
Congress 2017

●

World Environmental and Water Resources
Congress 2016: Water, Wastewater, and
Stormwater and Urban Watershed
Symposium—Papers from Sessions of the
Proceedings of the 2016 World
Environmental and Water Resources
Congress

●

Remote Sensing of Water Resources,
Disasters, and Urban Studies, Integrated
Urban Water Management: Arid and SemiArid Regions

●

UNESCO-IHP

●

Geospatial Tools for Urban Water
Resources, Urban Water Conflicts

●

Urban Water Management: Challenges and
Opportunities—11th International
Conference on Computing and Control for
the Water Industry

●

CCWI 2011, Water Resources Planning and
Management and Urban Water Resources

Step Two: Creating intervention classes for programmatic approaches
The next goal was to explore the selected USAID documents and create classification categories known
as classes. The process to establish classes is explained in Box 1.
The research team used a semi-unsupervised approach to explore the dataset for broad classes and
associated interventions. The intervention extraction and classification model gathered some sample
sentences from the documents that could be human reviewed. This labeling, general classification of
concepts into classes, was performed by the researchers before being reviewed and agreed on by
USAID.
Each intervention is given a predicted label based on their association with the predicted classes. The
research team extracted the first set of interventions using the Hearst patterns methods that are
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described in Box 1. The interventions were manually labeled by the researchers before training the
classification model, which consisted of SVM-KNN-Stochastic Gradient Boosting Machines, Word2Vec
with applied Hearst patterns, and LSA.
Several class names were created based on concepts from USAID’s programmatic approaches: water
infrastructure, sanitation/hygiene, water quality/human health, sustainability and environmental health,
community and behavior, assessment tool or program, policy, and agriculture. The categories of
community and behavior, assessment tool or program, or policy were intended to help with identifying
cross-cutting interventions that might be missed if clustering were based only on WASH content.
The program classes are intended to be broad. Each identified intervention can have multiple labels
because the intervention can belong to several intervention classes. For example, “hygiene promotion
activity” is about both sanitation/hygiene and community and behavior.
There was lingering concern about the model’s previous use cases from the agricultural sector and ways
to see that the model was performing well enough for WASH as its own sector. Creating an agriculture
class helped to address this, because the research team could assess if the model was over-identifying
agricultural interventions or identifying them more accurately, as compared to other classes.
Step Three: Identifying strategic approaches
Each intervention was further labeled with a separate strategic approach. The strategic approach
identification consisted of extraction and classification of interventions, similar to the above, but also
introduced a short-term approach: the identification of keywords per programmatic approach.
This was done to address the issue of lack of expert example data. Examples of expert data for this
exercise could include:
•

Reports that had been reviewed and marked with examples of PAs;

•

A list of known field-based interventions; and

•

A theory of change document with specific causal pathways.

Lack of expert data constituted a unique challenge. Data from the DEC and a series of high-level
objectives were both available, but a bridge to connect the pieces was missing. The proposal to create
this bridge involved:
1. Identifying keywords per programmatic approach using machine methods (e.g., Word2Vec);
2. Using the keywords to assess whether some of sentences labeled as an “intervention” from the
classification model might contain a programmatic approach and, if so, which programmatic
approach;
3. Using expert review to determine the accuracy of the approach; and
4. Retraining the model and creating a programmatic classification model similar to the
intervention extraction model, once a corpus of good examples was available per programmatic
approach described.
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Figure 4 exemplifies this proposed process. The sentence was extracted from a USAID project report,
“GWASH is supporting installing of small town piped water supply systems in two communities,
Elluokrom and Bokabo.”
Figure 4. Example of the bridge process

Example
Statement from
USAID report

Intervention
extraction
(model based)

Intervention
classification
(model based)

• "GWASH is supporting installing of small town piped water supply
systems in two communities, Elluokram and Bokabo."

• Piped water supply systems

• Water infrastructure

• 3a: Professsionalization of Rural Services
Programmatic
• 3c: Rural Water Infrastructure
approaches,
using keyword
methods

Source: Authors’ elaboration.

Step Four: Other information extracted
The intervention extraction and classification are primary features of this model. However, other NLP
tools were used to label other data, such as geography, contract number, or sponsor to assist the
development of the online platform, which allow users to easily locate and use relevant information
from within project reports.

Outputs: Dashboard with Editing Functions
The research team developed an online platform using open source Elasticsearch/Kibana software. The
platform, a dashboard, provided ready access to the documents, the extracted information, and
subsequent analysis. The dashboard allows users to quickly find and extract relevant examples and offer
a space for collaborative work where the results of the model—including errors and how training
improves the results over time—could be fully and transparently available.
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For instance, the team created a filter for each PA. Selecting one or more PAs will retrieve the exact
sentence from the relevant USAID report and show the various classifications of both the report and
the sentence, as shown in the Figure 5
The dashboard also included editing functionality, though it was not used for this activity. When editing
features are used, the revised data can be fed back into the model on an iterative basis to retrain and
update the model.
Figure 5. Dashboard filter image

Source: Authors’ elaboration.

The dashboard enables custom visualizations (Figure 6) of the content and its characteristics to be
created for dimensions, such as geographies, affiliation, programs, and more.
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Figure 6. Dashboard panels featuring selected visualizations
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4.

Results: Deployment and Performance
of the ML Model

In this section, we present the results from the machine modeling for intervention extraction and
classification, and the varying attempts to align interventions with PAs. We also introduce results of
intervention clustering and abstractive summarization, both of which were used to streamline some of
the results and test the extent to which classification would be done at the report level.

Performance Measures
In order to interpret the results section, it is important to keep in mind that ML requires training in
order to improve its overall accuracy. The training is typically conducted in the form of humans
providing small amounts of feedback by labeling data. To test the accuracy of the process, data are
extracted from the model and randomly split into batches; some of the data are reviewed and
corrected, whereas some are held aside for testing.
Measuring model accuracy (i.e., performance) is conducted using both precision and recall measures:
•

Precision refers to the model’s ability to express the proportion of the data points that it identifies
as relevant. It is measured by assessing how many of the selected items are actually relevant.

•

Recall tries to find all data points of interest. It is assessed by evaluating how many relevant items
are selected.

These performance indicators are measured using concepts
known as true positive, false positive, false negative, and true
negative, which are visually represented in Figure 7.
•

A true positive is when both the model and the reviewer
agree on what the item is—for instance, that a red apple is
in fact a red apple.

•

A false positive occurs when a model labels something as
belonging that does not belong—for instance, labeling an
orange as an apple.

•

A true negative is when the model and the reviewer agree
that something does not belong in the class—for instance,
the model finds an orange and says it is not an apple, and
the reviewer agrees that the label is correct and that an
orange is not an apple.

•

A false negative is when the model says no apple was
detected, when in fact an apple is present.

Figure 7. Visual representation of
true and false positives and
negatives in precision and recall
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Measuring precision and recall can help to identify whether more work needs to be done to improve
the model (e.g., reducing false negatives or false positives), and model performance needs to address
both precision and recall.
In combination, these two measures are called an F1-score, which is the conventional approach to
measuring model performance. F1-scores (as well as precision and recall, individually) produce values
between 0 and 1.0, where scores of 0.80 and higher are considered good.
Continuous feedback is needed for ML, making it both frustrating and tantalizing: good results can always
be made better with more data, with higher-quality data, and by contextualizing the text associations
made by the algorithm. The sophisticated use of ML is an iterative process.

Intervention Classification
Table 5 reports precision and recall classification accuracy per intervention class. The training for the
intervention classification model was done using 8,597 interventions gathered from project sentences
for model training and testing (7,737 were used for training, and 860 were set aside for testing). From
these sets, a total of 5,686 interventions were classified, and 632 interventions were set aside for testing.
The research team primarily conducted the training of the intervention classification and extraction
model, with examples being shared with the USAID team during project meetings and over email for
feedback.
The results indicate that the model generally is performing accurately for the tasks it has been assigned.
The feedback from the USAID team described some weak points in the model’s classifications, especially
where the model was identifying project descriptions as “interventions.” Project descriptions usually
describe what will happen in the project instead of what has already happened or what knowledge has
been transmitted and shared. The following statements are examples of what this looks like:
●

“Among USAID’s three pillars for the provision of sustainable WASH services is the “Creation of an
enabling policy/institutional environment (including governance structures, financing, monitoring,
local ordinances, regulations.)””

●

“Project Goal/s Project Activities Role of COMPETE. COMPETE is tasked with drafting position
papers and reports that assess how reforms in cross-border facilitation and rationalization of
tourism taxation can help the tourism industry grow and attract more investments and
partnerships.”

Because statements such as these introduce noise into the process—which can be frustrating for the
user—eliminating them with additional training data increases the performance and usefulness of the
results. In the next section, we describe some processes to improve accuracy by reducing some of the
noise.
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Table 5. Intervention classification label results of precision, recall, and F1-score
Intervention Classification Label

Precision

Recall

F1-score

Sanitation/hygiene

0.92

0.88

0.9

Water quality

0.92

0.85

0.88

Water infrastructure

0.89

0.82

0.85

Fecal sludge management

1.0

1.0

1.0

Menstrual hygiene management

1.0

0.94

0.97

Human health

0.89

0.92

0.9

Sustainability/environmental health

0.93

0.87

0.9

Community and behavior

0.81

0.81

0.81

Assessment tool or program

0.88

0.85

0.87

Policy

0.85

0.85

0.85

Agriculture

0.92

0.89

0.9

0.91

0.88

0.89

Average

Reducing Noise through Intervention Clustering
The intervention extraction model uses exact language from the documents to label each intervention,
creating many “unique interventions.” The advantage of this is that interventions can be showcased using
the exact language of technical experts and can be discovered without a priori controlled vocabularies
or taxonomies, which is useful to see the breadth and depth of a field. The disadvantage, however, is
that there are often too many unique interventions, creating long lists of very similar items and making it
difficult to quickly see “all” instances of an intervention.
A solution to this situation is to identify similar interventions within the same intervention labels and
rename them so they belong to a single cluster. For this activity, interventions were first encoded using
the average Word2Vec model before introducing HDBSCAN, a density-clustering technique.9 The
cluster that is closest to the average embedding was selected as the main intervention, and its name was
then used for the renamed cluster.
For example, the following four interventions are extremely similar: “promotion hygiene sanitation,”
“promotion sanitation hygiene,” “hygiene sanitation promotion,” and “sanitation hygiene promotion.”
When clustered together in one vector space, the terms were equally close to the average embedding
Campello, R. J. G. B., Moulavi, D. & Sander, J. Density-Based Clustering Based on Hierarchical Density Estimates.
In J. Pei, V. S. Tseng, L. Cao, H. Motoda & G. Xu (Eds.), Advances in Knowledge Discovery and Data Mining (pp 160–
172). Springer, 2013. doi:10.1007/978-3-642-37456-2_14.
9
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within the cluster. The main labeled intervention became the one most frequently used: “sanitation
hygiene promotion.”
Table 6 reports the results of clustering interventions per programmatic focus. A total of 110,753
unique interventions were reduced to 5,213 renamed clusters. Both unique and renamed clusters
remained available in the online dashboard for review.
Table 6. Clustering interventions per programmatic focus
Number of unique interventions

110,753

Number of renamed clustered interventions

5,213

Strategic focus

Programmatic focus

Strengthen water and
sanitation sector
governance and finance

1.A Policy

5,615

1,717

1.B Institutional Strengthening

19,442

2,898

1.C Coordination Platforms

33,701

3,397

1.D Regulatory Frameworks

7,421

1,870

1.E Domestic Resource
Mobilization

710

516

1.F Commercial Investments

620

461

1.G Consumer Revenue
Streams

107

106

2.A Sanitation Demand
Creation

10,765

1,443

2.B Market-based Sanitation

1,671

606

2.C Hygiene Social and Behavior
Change

12,274

1,730

2.D Fecal Sludge Management

328

101

2.E Menstrual Hygiene
Management

148

94

2.F Communal Sanitation
Facilities

732

396

2,889

752

Increase sustainable
access and use of
sanitation and the practice
of key hygiene behaviors

2.G Sanitation & Hygiene in
Institutions

Number of unique
individual
interventions

Number of unique
clustered
interventions
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Strategic focus

Programmatic focus

Increase sustainable
access to safe drinking
water and progressive
improvements in service
quality

3.A Professionalization of Rural
Services

9,649

1,642

3.B Urban Water Utilities

2,417

784

3.C Rural Water Monitoring

2,170

721

214

197

3.E Drinking Water Quality

3,354

363

3.F Water Access in Institutions

1,847

649

4.A Water Resource
Management Plans

2,234

514

4.B Watershed Protection

1,553

545

4.C Water Use Efficiency &
Conservation

4,373

957

4.D Land Use Planning

95

86

4.E Adaptation

941

397

2,422

598

3.D Piped Water Services

Enhance sustainability of
water resources

4.F Water Resources Regulation

Number of unique
individual
interventions

Number of unique
clustered
interventions

Abstractive Summarization
Abstractive summarization is the process of creating summaries from source text while trying to
determine what information is the most important. Similar to the work of clustering interventions,
abstractive summarization can reduce overall noise and help highlight the key features of a document.
Abstractive summarization also runs the risk of eliminating important information. For the purposes of
this activity, however, the tradeoff of potentially eliminating information was less of an issue than the
need to decrease false positive results.
Abstractive summarization was performed at the page level. It was conducted using two transformer
models: Facebook BART and Google Longformer. Each page received two summaries, one from each
model.
Table 7 shows the results of page summarization per SA, reported based on the total number of
contracts/grants identifiers in the dataset (468). The reason to use contract/grant identifiers rather than
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total documents is that we assume documents from the same grant family share similar goals and
approaches.
In general, the approach helped to streamline how many grants/contracts could be associated per
individual strategic approach. As we highlight in the discussion section, one of the questions that arose
during this project was the extent to which individual projects could be identified as relating to a
particular SA, as opposed to highlighting specific examples of SAs within documents themselves. The
abstract summarization experiment was designed to address that question. In general, this approach
could be very useful with more time to tweak the method and provide additional training data that
identifies key information within the document.
Table 7. Page summarization per strategic approach
Programmatic focus

Strengthen water and
sanitation sector
governance and
finance

1.A Policy

331

206

1.B Institutional Strengthening

436

395

1.C Coordination Platforms

445

434

1.D Regulatory Frameworks

363

228

1.E Domestic Resource
Mobilization

116

38

1.F Commercial Investments

121

31

1.G Consumer Revenue Streams

39

12

2.A Sanitation Demand Creation

369

295

2.B Market-based Sanitation

204

111

2.C Hygiene Social and Behavior
Change

340

263

2.D Fecal Sludge Management

88

50

2.E Menstrual hygiene
management

63

20

2.F Communal Sanitation
Facilities

150

69

2.G Sanitation & Hygiene in
Institutions

243

152

Increase sustainable
access and use of
sanitation and the
practice of key
hygiene behaviors

Number of
contract/grant IDs in
the dataset per PA
when pages are
processed without
summarization

Number of
grant/project
identifiers per PA
when pages are
processed with
summarization

Strategic focus
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Programmatic focus

Increase sustainable
access to safe
drinking water and
progressive
improvements in
service quality

3.A Professionalization of Rural
Services

386

280

3.B Urban Water Utilities

224

172

3.C Rural Water Monitoring

285

164

3.D Piped Water Services

81

43

3.E Drinking Water Quality

339

261

3.F Water Access in Institutions

264

141

4.A Water Resource
Management Plans

272

135

4.B Watershed Protection

122

68

4.C Water Use Efficiency &
Conservation

324

169

4.D Land Use Planning

27

11

4.E Adaptation

158

75

4.F Water Resources Regulation

298

162

Enhance sustainability
of water resources

Number of
contract/grant IDs in
the dataset per PA
when pages are
processed without
summarization

Number of
grant/project
identifiers per PA
when pages are
processed with
summarization

Strategic focus

Programmatic Approaches
The intervention classification model demonstrated the model’s ability to recognize and discern
intervention classes across USAID reports, as well as the challenges such as the misidentification of
context and other content. The next step was aimed at discovering whether identified interventions
could be linked to discrete PAs (listed in Table 3).
We created an enlarged vocabulary of keywords to assist with labeling programmatic approaches. The
vocabulary was enlarged using a Word2Vec model (described in Box 1) and included USAID subject and
descriptor metadata from the DEC and metadata from the development journals listed in Table 4.
Each PA was given its own set of keywords that were reviewed by the USAID team. The classified
interventions were then explored to determine any identification of keywords, which could indicate
evidence of a SA.
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The use of keywords to identify PAs was intended as a stopgap measure due to a dearth of examples
from existing USAID reports of what constituted each PA. As mentioned in the introduction, strategic
and programmatic approaches are relatively new within USAID, and as a result there was very little
supporting documentation for the research team to see specific examples.
The logic of the keyword approach was that, given that this activity was conducted on a relatively short
timeline of six months (by design) and there was an absence of training data, keywords might be useful
to bring together a corpus of identified interventions per SA. If successful, then those examples could be
used to retrain the model to identify SAs. This would, overall, save time in the process.
Table 8 shows the results of the intervention extraction per programmatic approach. These results
were relatively limited: a total of 266 sentences were provided to two individuals involved in the project.
One was a senior expert in the USAID WASH sector who was familiar with the work done to date, and
the other was a specialist in international development who was familiar with the WASH sector and
new to the ML components of the project.
Column C reports the number of sentences that were expert labeled per programmatic approach. This
is followed by the precision, recall, and F1-scores per approach (the average F1-score per PA was 0.74.)
These results show that, overall, the keyword approach to assist with intervention classification at the
PA level yielded highly unequal results. Performance decreased for SAs where the main activities are
partnerships and coordination, such as 1.B Institutional Strengthening and 1.C Coordination Platforms,
despite these having more labeled data than other programs.
Overall, programs with a clearer description, such as rural water monitoring and menstrual health
management, presented better results. Given their specificity and clarity, these results were possible
even in a situation of limited training data. For SAs that are more complex, such as 1.B Institutional
Strengthening, additional sector expertise (provided either as training data or additional sector
knowledge at the start of the activity) is crucial.
Table 8. Intervention extraction results per programmatic approach
Strategic approach

Programmatic approach

# of sentences
expert-labeled
(out of 266)

Precision

Recall

F1-score

Strengthen water and
sanitation sector
governance and finance

1.A Policy

17

0.88

0.82

0.85

1.B Institutional
Strengthening

27

0.55

0.59

0.57

1.C Coordination Platforms

63

0.72

0.75

0.73

1.D Regulatory Frameworks

15

0.8

0.8

0.8

1.E Domestic Resource
Mobilization

16

0.82

0.56

0.67

1.F Commercial
Investments

11

1.0

1.0

1.0

December 2021 36

Strategic approach

Increase sustainable
access and use of
sanitation and the
practice of key hygiene
behaviors

Increase sustainable
access to safe drinking
water and progressive
improvements in
service quality

Enhance sustainability
of water resources

Programmatic approach

# of sentences
expert-labeled
(out of 266)

Precision

Recall

F1-score

1.G Consumer Revenue
Streams

7

1.0

0.29

0.44

2.A Sanitation Demand
Creation

24

0.68

0.73

0.73

2.B Market-based Sanitation

9

0.75

0.67

0.71

2.C Hygiene Social and
Behavior Change

24

0.9

0.75

0.82

2.D Fecal Sludge
Management

5

1.0

0.8

0.89

2.E Menstrual Hygiene
Management

11

1.0

1.0

1.0

2.F Communal Sanitation
Facilities

15

1.0

0.73

0.85

2.G Sanitation & Hygiene in
Institutions

11

1.0

0.82

0.9

3.A Professionalization of
Rural Services

27

0.66

0.78

0.71

3.B Urban Water Utilities

9

1.0

0.67

0.8

3.C Rural Water
Monitoring

10

1.0

0.9

0.95

3.D Piped Water Services

9

0.73

0.89

0.8

3.E Drinking Water Quality

14

0.9

0.64

0.75

3.F Water Access in
Institutions

6

1.0

0.83

0.91

4.A Water Resource
Management Plans

27

0.76

0.59

0.67

4.B Watershed Protection

12

1.0

0.75

0.86

4.C Water Use Efficiency &
Conservation

31

0.75

0.58

0.65
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Strategic approach

Programmatic approach

# of sentences
expert-labeled
(out of 266)

Precision

Recall

F1-score

4.D Land Use Planning

8

1.0

0.88

0.93

4.E Adaptation

8

0.86

0.75

0.8

4.F Water Resources
Regulation

17

0.79

0.65

0.71

The technique did not provide consistent results across all PAs. However, a final test was performed to
discern whether the proposed keyword-based approach could be used to retrain the intervention
classification and extraction model.
Based on the results, PAs that were more defined at the outset—such as 2.E Menstrual Hygiene
Management and 2.D Fecal Sludge Management—had more results found (precision) and greater
accuracy and received good feedback from expert-labeled training data. A test was conducted across
these two categories and showed good results of precision, recall, and F1-scores, as shown in Table 9.
Table 9. Results of test conducted across better-defined programmatic approaches
Intervention Classification Label

Precision

Recall

F1-score

Fecal sludge management (subtopic)

1.0

1.0

1.0

Menstrual hygiene management (subtopic)

1.0

0.94

0.97

Figure 8 shows which PAs had the most found results. The three statements below are example
sentences that were captured for 1.F Commercial Investment, which had high precision, recall, and F1scores.
●

“It then went on to carry out investment planning with NAWASSCO that centered on helping the
utility to assess and identify investment opportunities, explore alternative service delivery
mechanisms, conduct financial analysis and cash flow projections, calculate returns on investment,
and translate this into a financing proposal that met the terms and conditions of other partners,
including the financing partner.”

●

“To draw attention to these challenges and share USAID’s experience in supporting utilities to
access commercial financing, USAID’s Sustainable Water and Sanitation in Africa (SUWASA)
program held a workshop on ‘Accessing Commercial Bank Financing to Deliver Services to All What Utilities Need to Know.’”

●

“To help implement the OBA scheme, USAID piloted a master meter approach, where a bulk meter
and a community managed piped network supply water in the difficult-to-reach community of Jetis in
Surabaya.”
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Figure 8. Programmatic approaches with the most found results
1.E Domestic Resource Mobilization
4.C Water Use Effiency & Conservation
4.A Water Resource Management Plans
1.B Institutional Strengthening
3.E Drinking Water Quality
4.F Water Resources Regulation
2.B Market-based Sanitation
3.B Urban Water Utilities
2.F Communal Sanitation
1.C Coordination Platforms
4.B Watershed Protection

Labels

2.C Hygiene Social & Behavior Change
4.E Adaptation

3.A Professionalization of Rural Services
2.A Sanitation Demand Creation
1.D Regulatory Frameworks
2.D Fecal Sludge Management
2.G Sanitation & Hygiene in Institutions
1.A Policy
3.F Water Access in Institutions
4.D Land Use Planning
3.D Piped Water Services
3.C Rural Water Monitoring
1.F Commercial Investment
2.E Menstrual Hygiene Management

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

Percent Found
Source: Authors’ elaboration.

Figure 9 shows which strategic approaches had the most missed results. The Consumer Revenue Two
instances below are example sentences that were captured for 1.B Institutional Strengthening, which had
low precision, recall, and F1-scores.
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Figure 9. Programmatic approaches with the most missed examples
3.C Rural Water Monitoring
3.D Piped Water Services
4.D Land Use Planning
3.F Water Access in Institutions
1.A Policy
2.G Sanitation & Hygiene in Institutions
2.D Fecal Sludge Management
1.D Regulatory Frameworks

2.A Sanitation Demand Creation
3.A Professionalization of Rural Services

Labels

4.E Adaptation
4.B Watershed Protection
2.C Hygiene Social and Behavior Change
1.C Coordination Platforms
2.F Communal Sanitation Facilities
3.B Urban Water Utilities
2.B Market-based Sanitation
4.F Water Resources Regulation
3.E Drinking Water Quality
1.B Institutional Strengthening
4.A Water Resource Management Plans
4.C Water Use Efficiency & Conservation
1.E Domestic Resource Mobilization
1.G Consumer Revenue Streams

0%
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20%

30%

40%

50%

60%

70%

80%

Percent Missed
Source: Authors’ elaboration.

Development projects are designed to provide technical assistance under different modalities: training,
capacity building, research and development, and/or institutional strengthening. Such work is often done
in partnership with other stakeholders, and the identification of the role played by a single organization
or project is difficult to capture and to quantify. It is not surprising that the model struggled to identify
and accurately classify these types of efforts during this pilot.
However, one approach that could improve this classification is to identify all programs and partners
named in the documents as named entities, which could be further refined and used to construct a
series of network analysis maps. Such an approach may be a more relevant way to capture impact for
approaches that are more social, where relationships play a huge role in their success.
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5.

Discussion

The results section provided a comprehensive overview of the work, what was tested and why, and
where the model succeeded and where it struggled. Ultimately, performance is best gauged by whether
it meets the needs of the user.
The nature of testing new approaches means that learning and course correction are happening at the
same time. Trying something carries the possibility that initial results can be deemed unsatisfactory.
When results are presented in real time, learning occurs at the moment, but this learning needs to be
complemented by careful reflection after the analytical exercise is completed. This section offers such
reflections about the results obtained and the process followed in this activity.

Performance and Accuracy of the Results
ML methods can reveal patterns that would otherwise not be detected by the human brain alone—but
the “interpretability” of the patterns depends on domain expertise (Murdoch et al., 2019). ML will
almost always find a “pattern,” but whether or not the identified pattern is insightful is not itself revealed
by the finding of the pattern (Bishop, 2006; Marsland, 2015).
In this particular application, what constitutes a good example of programmatic approaches by expert
human reviewers versus what the model was programmed to discover were not always in alignment.
For instance, the following statement was labeled by an expert human reviewer as highly relevant,
whereas the model struggled to capture “problem analysis and knowledge management review” as an
intervention.
“The problem analysis and knowledge management review reveals that the main underlying causes of hunger,
poverty, and under-nutrition in Nepal include low agricultural productivity, poor household decisions about food
distribution and consumption, limited livelihood opportunities, weak market linkages, poor enabling environment,
poor hygiene and sanitation practices, and inadequate production, availability and consumption of nutritious,
locally-available foods.”
This example was revealing in other ways that helped to clarify issues around scope and purpose of the
exercise.
The model was trained based on work in evidence synthesis. Evidence synthesis is the guidelines-based
process of bringing together primary studies to draw high-level conclusions, and they are lauded for
their rigor and reliability of methods and ability to guide decision-makers. It has been successful in those
tasks and for that context.
As the granular results of the modeling work became available, it was clear that the identification of
programmatic approaches at the sentence level across hundreds of projects was perhaps too specific of
an approach and instead broader, binary classification at the report level was ultimately desired.
This course correction led to some experimentation with abstractive page summarization. We show
good results for this approach in the previous section, but the experimentation performed using this
method was done near the end of the timeline. This may be an area of further exploration for USAID.
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Reflection on Project Summaries
Project summaries in the DEC are needed, not only for large-scale projects like this one that are
inevitably increasing but also to help USAID be competitive in global consensus and evidence-building
exercises.
One of the primary tasks in evidence-building exercises of all types is the review of thousands of
abstracts (summaries) across multiple platforms. Without these summaries, it is extremely difficult to
include USAID materials as part of these exercises. While project summaries (and overall metadata) may
seem like a somewhat insignificant issue to many of those uploading documents into the DEC, it is
worth more attention and discussion for good knowledge management practices, especially if we make a
comparison to scientific publishing platforms.
Scientific publishing is a multi-billion-dollar industry, publishing more than 2 million papers each year.
Companies spend significant resources in building online platforms that make discovery of research
more accessible through APIs, enhanced metadata, and visualizations. The ability to retrieve paper
abstracts is uniformly available and highly prioritized by evidence-building activities.
And while funding and development organizations do not have the volume nor the resources of
commercial publishers, some of the gaps in the digital environments mean that what was once a
research annoyance, e.g., no project summaries, now has the potential to limit the impact of
development organizations. If the projects that are funded by donors or other development
organizations are not showing up in evidence aggregation activities, this affects generalizations about
evidence and evidence gaps at both local and global contexts. This situation, among others, minimizes
the influence of development knowledge to inform policy. Addressing small issues such as these may
help with achieving the next development milestone.

Inputs and Timing
Designing, modifying and applying an ML algorithm to a selected body of data is not by itself sufficient to
extract insight from data. The successful application of ML is an iterative process in which data assembly,
algorithm application, and interpretation of results occurs interactively and involves domain experts and
ML experts closely communicating with each other (see Figure 10). It is not easy, a priori, to assess how
quickly novel insights can be obtained from deploying ML to a new problem domain.
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Figure 10. Diagram of ML/AI in the project lifecycle

Source: Managing Machine Learning Projects in International Development: A Practical Guide, USAID, 2020.

We have discussed the importance of training data and some potential sources throughout the
document. This project demonstrated how critical it is to allocate resources and time for this activity. In
retrospect, this activity would have benefited from additional resources, including human resources,
given its ambition. Given the variety of SAs and PAs and the lack of a comprehensive thesaurus and
limited metadata, expertise in the USAID WASH programming is essential.
In terms of timing, it is also important to highlight that this project took place during the height of the
2020–2021 COVID-19 pandemic, and none of the normal systems were in place. This had an impact on
the overall flow of the project, where the project team was meeting remotely, in one-hour segments.
There were no options to arrange in-person meetings or work sessions. In addition, the various teams
were fielding competing pressures. There is no solution for this problem, but it is noted and important
to frame that the extraordinary global disruption of COVID-19 made it difficult to build stable,
consistent foundations that are so important to pilot projects.

Not “One Approach” for ML
While there is no one approach to ML, the models and techniques for document analysis and text-based
extraction and classification that are used by data and computer scientists are generally very similar. A
review of the most common approaches is described more in the annex.
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A review of the methodology sections from the project proposals that were submitted for this exercise
demonstrates that an extremely similar approach was proposed by everyone, including this research
team. First, there was an assumption that some metadata and pre-processed data would be available to
help train models before performing information extraction at the sentence and concept level. This
information would be used to perform automated classification. In one proposal, however, the
automated classification was more manual than automatic, requiring the USAID team to select the
appropriate approaches. Three of the four proposals (including this one) assumed that use of academic
journal metadata would be an appropriate source of metadata and that best practices described in
academic literature would be a sufficient foundation from which to build clusters and knowledge graphs
that would help discern similar approaches in the USAID program documents. All of the proposals
described using the same types of models for classification. The advantage of this model was that it has
been used for real-world experience conducting these types of experiments, and still struggled at times
to meet expectations.
Much of this stems from the issues that are common in ML—namely that they take time, exposure, and
significant training data to complete. While the models and libraries that are used in ML are consistently
exposed to human language, they all must be trained for their particular contexts.
Comparing this activity to other instances of the model, for instance in Ceres2030 and Agriculture in
the Digital Age, there was a pipeline of activity between the model outputs and the users. When
decisions were made about inclusion and exclusion of articles, that information was provided back to
the model and those decisions were fed back into the model. Was the geography accurate, was an
intervention present, and what outcome were available? The feedback from the users helped to hone
the accuracy of the model. And, while there was a significant boost that this model could provide to
determine interventions and other activity information relatively quickly, it still requires training to
improve accuracy and responsiveness.
In another use case that involved similar internal project evaluation, there was a significant amount of
training data provided upfront, where each document had associated with it taxonomies, project costs,
and some evaluation information about the success of the project. The training data were in place at the
start of the project, but even so, a short-term project curator was assigned to the project to review the
model outputs on a weekly basis. Time was also built into the project for a department-wide review,
with multiple users providing feedback using the editing capacity of the dashboard.
The time needed for successful ML projects in the beginning is not insignificant, and the advantage is that
time dedicated upfront can save time later on. ML projects will always require some level of input and
effort. This is true even with commercial instances of systems, where user feedback is essential to
enhancing the model’s performance.
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6.

Recommendations

Develop a clear understanding of the types of questions posed, the types of
answers sought, and why ML is being applied prior to the start of the project.
ML models work best for specific tasks with clearly defined goals. In general, this project would have
benefited from more project planning and discussion time upfront to ensure that questions, answers and
the use of ML was clearer to all partners. ML is a highly sociotechnical process. Algorithmic
measurements like precision, recall, and F1-scores offer a standard and quantifiable form of feedback,
and yet these measures must be second to the feedback received from the human groups. This is an
often-discussed issue in ML and AI work: evaluation and benchmarks are unsatisfactory. In this context,
USAID technical teams and ML specialists should jointly determine which type of results are acceptable
and useful for a given application and which issues/results would trigger a review of the project
feasibility.
As discussed in the results section, feedback was that even accurately identified statements were often
too simplistic and granular to be of value for the C4W team at this stage in their process. Although the
research team piloted other experiments, such as abstractive summarization, there was still emphasis
needed on deciding upfront what are acceptance results.
One of the ways to improve acceptable results is for the partners to show examples of their
expectations, tacit and otherwise. We recommend that future projects involving ML or AI build in a
two- to three-month project design phase, where the expectations, previous use cases, milestones, and
benchmarks are discussed and clearly documented.

Allocate sufficient time for the iterative process required in this type of
application.
To get the most out of ML for program synthesis, future activities should allow considerable upfront
investment for curator resources and have a longer timeline for training, input, and analysis.
ML models are most successful when they have clearly stated communication and classification tasks and
a plethora of available data. Additional curator resources and a longer timeline to help select an
appropriate dataset, and subsequently create a training dataset, would have saved time during this
activity. In addition, it would have helped the research team focus on building a model that would be
more responsive to the concerns of the team.
Given the challenges experienced to extract and analyze some of the DEC data, it is important to
carefully consider the appropriate data sources for analysis. The challenges experienced with the DEC
during this activity are likely to be present in other type of application/topics that rely on its data.

Involve subject matter experts starting with the design of the activity.
Persons familiar with the programming activities across geographies and program areas will play a crucial
role in generating inputs needed for the analysis and in reviewing and validating the model results. Future
ML activities should allocate sufficient subject matter expert staff time to guide this type of activities,
particularly in the context of limited quality metadata, use of USAID language, variability of approaches
and terms used in the field, and the substantial need for human review for model training and testing,
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ML and AI for development is a rapidly growing field, and we highlight an incredible range of activities
that are taking place right now that are using ML. Persons within USAID and the coordinating team well
versed with ML applications should have an advisory role to USAID program staff in this type of
initiatives from the design stage. This will assist the USAID program team to prepare for the activity,
resolve questions, and make decisions which could have an impact in the attainment of the overall
objective. These advisors would equally provide the research team with valuable information about
other ongoing or previous initiatives that have been tested and any learnings and insights arising from
them that could be relevant for a given application.
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Annex I. Overview of ML Techniques
Introduction
Machine Learning (ML) is a data analysis procedure that seeks to detect patterns in data in a context of
stochasticity. It is very helpful to have a prior notion as to the sources of stochasticity (“noise”) in the
data generating process. The type and intensity of noise greatly affects the effectiveness and accuracy of
any given ML algorithm. (Murphy 2012). Since ML generates “data driven predictions,” knowledge about
the sources of the data is essential for the results of ML to be useful (Paul et al., 2018).
Pattern detection does not readily lend itself to answer yes/no questions or to obtain the insight as to
the relationships between a set of independent variables and a dependent variable (as in regression). Is
the question being considered one for which pattern recognition is an important component of the type
of answer being sought? What type of answers are being sought? What would be recognized as a novel
and/or useful answer? These questions should be engaged with prior to the deployment of a ML
algorithm
ML methods can reveal patterns that would otherwise not be detected by the human brain alone—but
the "interpretability" of the patterns depends on domain expertise. (Murdoch et al 2019) ML will almost
always find a "pattern", but whether or not the identified pattern is insightful is not itself revealed by the
finding of the pattern. (Bishop 2006, Marsland 2015) The output of a ML system is a model that can be
thought of as an algorithm for future computations. The more data the system is presented with, the
more refined the model. The quality of the learned model is also dependent on the quality of the data
used to train it. If the data is biased, the output of the model will also be biased.
There is a growing body of work and experiences, involving the use of ML methods in the context of
international development. New efforts and practitioners can learn from these (both with regard to
what conditions make the deployment likely to succeed or disappoint). Examples are discussed in
Tomašev et al. (2020) and in ITU/UN (2019) and the United Nations Global Pulse initiative on big data
and AI data for development.10

Algorithm + Data
The implementation of ML requires a significant amount of preparation. The first step in implementation
is to clearly understand what the problem is to be solved using ML and to clearly understand the
number of resources and efforts required in different kinds of ML algorithms.
Designing, modifying, and applying an ML algorithm to a selected body of data is not by itself sufficient to
extract insight from data. The successful application of ML is an iterative process in which data assembly,
algorithm application, and interpretation of results occurs interactively and involves domain experts and
ML experts closely communicating with each other. (See the figure on page 13 of USAID (2020).) It is
not easy, a priori, to assess how quickly novel insights can be obtained from deploying ML to a new
problem domain.

10

https://www.unglobalpulse.org
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In collecting and preparing the data, an initial identification should be made of what are to be treated as
input variables and output variables. This is especially important for the target variable, as the data type
will narrow what ML model is chosen. (The target variable of a dataset is the feature of a dataset about
which one wants to gain a deeper understanding. At its most basic, ML algorithms use historical data to
learn patterns and uncover relationships between features of the dataset and the target.)
Data preparation, exploratory data analysis, understanding the sources of data variability, and revising of
the question as features of the data are revealed, all of these make the implementation of ML an iterative
process.
“It is easy to underestimate the amount of time and effort that will be necessary to get
data ready to start machine learning-based analyses. Take time to understand in detail
how much data is available, how standardized it is, and how much time and effort it
will take to get into the correct format before you can start. You may want to build in
an ‘exploratory’ period where you work with a partner for only a few months to
allow time for you and a data science partner to dig into available data before
committing to a long-term project. Allowing adequate time for this process can help
better manage project expectations, budget, and timelines going forward.” (USAID
2020 p. 17).

Types of ML Procedures
There are several distinct types of ML algorithms.11 The following is a brief descriptive listing. For
detailed discussion consult Wilmott (2019) and Deisenroth et al. (2020).
Supervised Machine Learning
Supervised ML is a branch of ML in which previously identified combinations of input-output data are
used by a computer to seek similar combinations in new data. The primary purpose of supervised
learning is to take advantage of the ability of computers to quickly process vast amounts of data and to
make predictions of unavailable, future, or unseen data based on labeled sample or learning) data.
Supervised ML includes two major processes: classification and regression. Classification is the process
of learning from past data samples and identifying similar variable relationships so as to predict the
essentially binary outcomes (yes/no, true/false, 0/1).12 Regression is the process of identifying patterns
and calculating the predictions of continuously-valued variables.13
At present, there are several types of supervised ML algorithms, each one having its own strengths and
weaknesses. There is no single supervised ML algorithm that is best suited to all analysis tasks or that
performs well in all types of tasks (Wolpert 1996). There is no automated procedure, yet, for matching

In mathematics and computer science, an algorithm is a finite sequence of well-defined, computer-implementable
instructions. An algorithm can be expressed in a formal language and implemented in a finite amount of time.
Starting from an initial input, the instructions describe a computation that, when executed, eventually produces an
“output”. (Cormen et al. 2009)
12 Classification algorithms are nowadays commonly used in medical diagnostics: what set of specific conditions
make it likely that a patient has a certain type of cancer.
13 An example of regression is the ordinary Least Squares (OLS) method familiar from econometrics.
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a specific type of ML algorithm to a specific type of problem. Algorithmic use still involves an assessment
of the problem and a choice of algorithm.
The most widespread supervised ML algorithms are: linear regression; logistic regression; support
vector machines, neural networks; decision trees; and k-nearest neighbor method.14 Common uses are:
price forecasting, identifying trends in sales, prediction of the number of reserves based on geological
features, web page searches, weather forecasting, image classification, gene expression analysis, and
predicting the failure of parts in mechanical devices (such as aircraft engines).
Unsupervised Machine Learning
The main point of supervised ML is that acceptable (or meaningful) results are known beforehand from
the use of past data to be able to predict results on new data. Unsupervised learning algorithms do not
involve prior learning from sample data—in the case of unsupervised ML algorithms the desired results
are unknown and yet to be defined.
The main purpose of unsupervised ML is exploration. If supervised ML works under clearly defined
rules, unsupervised learning is working under the conditions of results being unknown and thus needed
to be defined in the process. The term “unsupervised” refers to the fact that the algorithm is not guided
by prior learning or experience. Unsupervised ML is well suited for data analysis cases in which there
are no correct answers, but only objects, their features and relationships among them.
Unsupervised learning is typically used for clustering, anomaly detection, association mining, and
dimensionality reduction. The three main types of unsupervised ML algorithms are clustering,
association, and dimensionality reduction. Clustering is a multivariate statistical procedure that groups
data containing information about a sample of objects into relatively homogeneous groups. The criteria
for grouping are defined by similarity of individual data objects and also aspects of its dissimilarity from
the rest (which can also be used to detect anomalies). Association attempts to find associations among
data objects within large databases. Association is about uncovering relationships between variables in
large databases (whose very size might obscure the presence of a relationship among observational
units). Clustering is about grouping observations according to their similarities, while association is
about discovering relationships between the attributes of those data points. Dimensionality reduction
refers to reducing the number of features in the dataset. The presence of redundant, uninformative, or
weakly informative features can reduce the effectiveness of pattern detection. Dimensionality reduction
helps to reduce the size of a dataset so that its subsequent study is more efficient.
The frequently used unsupervised algorithms are k-means clustering, association rule, principal
component analysis, and t-distributed stochastic neighbor embedding. These algorithms are deployed to
identify biological species, distinguish between different types of proteins, gene expression, differentiating
groups of customers based on some attributes, detection of anomalies, identification and analysis of
social networks, speech recognition, and text classification.
Semi-supervised Machine Learning
Semi-supervised learning is a branch of ML that aims to combine these two tasks—supervised and
unsupervised approaches—falling somewhere in the middle.

These methods are well understood and so commonly utilized that the professional-grade data analysis and
statistical software packages, such as SAS, SPSS, and Stata, have built-in procedures for implementing them.
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Typically, semi-supervised learning algorithms attempt to improve performance in one of these two
tasks by utilizing information generally associated with the other. For instance, when tackling a
classification problem, additional data points for which the label is unknown might be used to aid in the
classification process. For clustering methods, on the other hand, the learning procedure might benefit
from the knowledge that certain data points belong to the same class. large majority of the research on
semi-supervised learning is focused on classification.
Semi-supervised classification methods are particularly relevant to scenarios where labeled data is
scarce. In those cases, it may be difficult to construct a reliable supervised classifier. This situation
occurs in application domains where labeled data is expensive or difficult obtain, like computer-aided
diagnosis, drug discovery, and part-of-speech tagging. If sufficient unlabeled data is available and under
certain assumptions about the distribution of the data, the unlabeled data can help in the construction of
a better classifier. In practice, semi-supervised learning methods have also been applied to scenarios
where no significant lack of labeled data exists: if the unlabeled data points provide additional
information that is relevant for prediction, they can potentially be used to achieve improved
classification performance (van Engelen & Hoos, 2020).

Possible ML approaches to the WASH data
The project using WASH data is a textbook example of trying to identify patterns in textual data using
supervised ML. The starting assumption is that there is relational knowledge embedded in unstructured
text, and algorithmic procedures can reveal statistically significant relationships. Text can be used to
identify groups of related concepts and outcomes, with the strength of association being quantified. This
is known as Standard Natural Language processing whereby text is extracted, examined to derive
patterns, interpreted, classified, and visually represented to make associational inferences.15
Vector machine classifiers, Bayes classifiers and neural networks are instances of supervised ML that
could be used to identify patterns based on text. Each one of these methods has benefits and drawbacks
but ultimately with regards to the requirement for large datasets of high-quality data, data preparation,
computational resources, and need for iteration, differences in algorithmic performance are not very
pronounced.
Domain expertise is needed to develop a comprehensive and meaning-rich list of “filters” (keywords,
references, and inferences) to be used to train (teach) an algorithm to classify concepts. The
“somatization” and contextualization of data reflects the importance of domain-specific issues and
factors (such as geography, type of policy intervention, scale and scope of the specific projects, number
of beneficiaries, community characteristics, and other quantitative and qualitative features of the
interventions supported by USAID).

As an example, this approach is now used by Patent Examiners in the U.S. Patent Office to identify prior uses of
a technology by connecting the verbal descriptions of existing patented technologies.
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